
ORIGINAL REPORT

Two-stage method to remove population- and individual-level outliers
from longitudinal data in a primary care database

C. Welch1*, I. Petersen1, K. Walters1, R. W. Morris1, I. Nazareth1,2, E. Kalaitzaki2, I. R. White3,
L. Marston1 and J. Carpenter4

1Department of Primary Care & Population Health, University College London, London, UK
2MRC General Practice Research Framework, London, UK
3MRC Biostatistics Unit, Cambridge University, Cambridge, UK
4Medical Statistics, London School of Hygiene and Tropical Medicine, London, UK

ABSTRACT
Purpose In the UK, primary care databases include repeated measurements of health indicators at the individual level. As these databases
encompass a large population, some individuals have extreme values, but some values may also be recorded incorrectly. The challenge for
researchers is to distinguish between records that are due to incorrect recording and those which represent true but extreme values. This study
evaluated different methods to identify outliers.
Methods Ten percent of practices were selected at random to evaluate the recording of 513,367 height measurements. Population-level
outliers were identified using boundaries defined using Health Survey for England data. Individual-level outliers were identified by fitting
a random-effects model with subject-specific slopes for height measurements adjusted for age and sex. Any height measurements with a
patient-level standardised residual more extreme than �10 were identified as an outlier and excluded. The model was subsequently refitted
twice after removing outliers at each stage. This method was compared with existing methods of removing outliers.
Results Most outliers were identified at the population level using the boundaries defined using Health Survey for England (1550 of 1643).
Once these were removed from the database, fitting the random-effects model to the remaining data successfully identified only 75 further
outliers. This method was more efficient at identifying true outliers compared with existing methods.
Conclusions We propose a new, two-stage approach in identifying outliers in longitudinal data and show that it can successfully identify
outliers at both population and individual level. Copyright © 2011 John Wiley & Sons, Ltd.
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INTRODUCTION

Electronic health records such as primary care data-
bases and insurance health claims databases are
unique resources for epidemiological and health ser-
vice research. They provide information on manage-
ment of patients in real-life settings.
In the UK, there are several primary care databases

based on patient records of those registered with a
general practice. These databases include repeated
measurements of health indicators such as height,
weight, blood pressure and cholesterol at individual

level for several million patients. Inevitably, some
values for these health indicators may be recorded
incorrectly. However, because the databases cover a
large, diverse population, it is possible that some
individuals will have genuine extreme values. The
challenge for researchers is to be able to distinguish
between records due to incorrect recording and those
which represent true but extreme values. In statistical
analysis, extreme values can influence the results. It
is important that values due to errors in data recording
are removed before analysis. However, it is also cru-
cial that extreme but genuine values are maintained
in the data set to represent true variation.
Standard methods to remove outliers from data sets

are based on excluding values more extreme than a
multiple of the standard deviation.1
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The Dixon Test,2 which identifies outliers by com-
paring the most extreme value with the second most
extreme, is a method recommended for use to exclude
outliers before using the data to define a reference
interval for laboratory tests. It is important to identify
a sample of healthy individuals to calculate a suitable
range. The presence of outliers can affect the calcula-
tion of this range. This method has been validated
for cross-sectional data but not longitudinal data.
In longitudinal records where individual patients

may have repeated measurements, outliers may occur
at two levels: population level and individual level.
Population-level outliers are values that are substan-
tially outside the range of the distribution of measure-
ments from the general population, for example,
height measurements higher than 2.4 m. Individual-
level outliers would be highly implausible values in
the context of the set of measurements collected over
time for each individual. For example, an individual
who has had their height repeatedly measured as 1.8 m
is unlikely to suddenly shrink to 1.5 m. However,
1.5m may be a plausible measure for another individual,
and therefore this value will not be captured by existing
methods designed only to detect outliers at population
level. Ignoring individual-level outliers can potentially
bias further analyses.
In this study, a method to identify outliers at both

population and individual level for a range of health
indicators repeatedly recorded in longitudinal data
was compared with existing methods. Height measure-
ments have been reported for illustration. The results
for other health indicators are found in Appendices A
and B. This method was implemented on data from
The Health Improvement Network (THIN) primary
care database.

METHODS

Data from THIN, including records for more than
7 million patients registered with 444 participating
general practices in the UK,3 were examined. It
includes anonymised demographic data when patients
are first registered and longitudinal records on medical
diagnoses, symptoms, referrals and prescriptions. Data
on both consultations and prescriptions are comparable
with national statistics.4 The data provider CSD MR
has obtained overall ethical approval from the South
East MREC (MREC/03/01/073). The data were anon-
ymised, and no individual identifiers were available to
the research team.
As THIN consists of a large number of practices, for

comparative purposes it was sufficient to select a 10%
random sample of practices. Patients were included in

the analysis if they were permanently registered with
practices and if demographic data collected on regis-
tration were acceptable.
All height measurements were included in the anal-

ysis and assessed individually, starting from the latest
of (i) the date of patient registration, (ii) the date when
the practice had acceptable levels of data recording
(good quality records and acceptable mortality rates5)
or (iii) the date of the patient’s 16th birthday. Height
measurements were included until the earliest of
(i) the date the patient was transferred out of the prac-
tice, (ii) the date the patient died or (iii) the last date
that the practice submitted data. This included data
from the period 1995 to 2009.

Population-level outliers defined using Health Survey
for England

To identify potential outliers at a population level, we
interrogated the Health Survey for England (HSE) for
information on height measurements. The HSE is a
series of annual surveys designed to measure health
and health-related behaviours in adults and children in
England and is considered to be nationally representative
(http://www.dh.gov.uk/en/Publicationsandstatistics/
PublishedSurvey/HealthSurveyForEngland/Healthsurvey-
background/DH_4000522). The surveys consist of ap-
proximately 15,000 adults. To account for changes
in the distribution of the health indicators in the gen-
eral population over the study period, we extracted
data from two surveys: 19986 and 2008.7

Three different approaches were used to identify and
remove potential population-level outliers.

1. Application of acceptable ranges from external
sources. On the basis of information from the
HSE, age- and gender-specific ranges were identi-
fied. Hence, for each health indicator, 10% was
added/subtracted to the most extreme values in
HSE, and data in THIN were recoded as missing
if they were outside these age- and gender-
specific ranges. For the purposes of this study, it
was assumed that the distribution of heights within
gender and age range is approximately Gaussian.
This level was considered to be conservative to al-
low for extreme but true measurements to still be
included.

2. Standard deviation from mean. For each prac-
tice, the distribution of height measurements
and standard deviation was found. Any measure-
ments that were more extreme than the mean� 3
times the standard deviation were considered to
be outliers.
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3. Dixon Test. The Dixon Test2 was applied sepa-
rately to each practice included in the study. If the
difference of the most extreme (large or small)
value and the next most extreme value divided by
the range of values exceeds 1/3, then the extreme
value in question was identified as an outlier.2

Individual-level outliers

After excluding outliers identified using HSE data, a
series of multilevel linear regression models with a
patient-specific random intercept and slope were fitted
to identify outliers at individual level for those indivi-
duals with two or more measurements available on dif-
ferent dates. For patients with a single measurement, it
was assumed to be correct unless it was outside the
ranges identified at population level. The following
model was fitted to the height measurements adjusted
for age and gender.

i ¼ patient
j ¼ date measurement was recorded

yij ¼ height measurement recorded on j for patient i
xij ¼ age of patient i when height measurement

was recorded on j
zi ¼ gender of patient i
yij ¼ aþ bxxij þ bzzi þ mi þ υij þ eij

wheremieN
�
0; d2m

�
is the random intercept for patient i,

υijeN
�
0; d2υ

�
is the random slope for patient i and

height measurement reccorded on j and eijeN
�
0; d2e

�
is the random error for patient i and height measure-
ment recorded on j.

This model allowed height to vary linearly with age,
consistent with research that has identified a small
decrease in height with age over the typical period of
observation.8 Allowing for this potential linear trend
has little computational or inferential cost. This model
is desirable for measurements likely to vary over time,
such as weight.
Random-effects models take account of the variabil-

ity within patients, and the standardised residuals of
the random effects (observed value minus predicted
value divided by the square root of the residual mean
square) are a gauge of how far the measurement was
from the fitted value predicted by the model. If the
measurement was very different from the mean of all
the observations for that patient, they had a larger pos-
itive/negative standardised level 1 residual. Measure-
ments were recoded as missing if their standardised
residuals were more extreme than �10. The model

was refitted to the remaining data, and outliers were
identified again using the same ‘cutoff’ and recoded
as missing. This process was repeated until no more
outliers were identified.
Adjusting for age and gender took account of the

different mean and variability between men and
women. The purpose of this approach was to identify
and eliminate measurements that fell outside the main
bulk of the gender- and age-specific distribution. This
was operationalised in the algorithm by identifying
outliers on the basis of the standardised level 1 resid-
ual, not the level 2 (within patient) residual.
As this ‘cutoff’ was selected arbitrarily, alternative

levels of standardised residuals of �5 and �15 were
also investigated.
Because of the size of THIN, data from each practice

were analysed separately and the results were combined.
On average, there were approximately 7000 patients
registered to each practice at any one time.
If the patient had two measurements that were very

different, it was more difficult to ascertain which point
was erroneous because the line of best fit would go
between these two points. Because we fitted a multi-
level model, shrinkage meant that with two measure-
ments, the fitted line did not go exactly through the
middle of both points. This resulted in the two points
having different size standardised residuals, which
allowed us to proceed as follows: if patients had two
measurements and at least one had a standardised
residual more extreme than �8, the measurement with
the most extreme standardised residual was replaced
with a missing value.

Validation of standardised residual cutoff points

To validate the cutoff of �10, two members of our
team (a general practitioner and a statistician) acted
as raters and were given graphs of height measure-
ments plotted against age for 100 randomly selected
patients. They were blinded to potential outlier status
and asked independently to use professional judge-
ment to determine if the points on these graphs were
an extreme outlier, a possible outlier, a low possibility
outlier or not an outlier.
The raters’ judgement was compared with the cal-

culated standardised residuals. The following prespe-
cified categorisation was applied to the residuals to
compare with the raters’ response:

1. No outlier: |standardised residual|< 2;
2. Low possibility outlier: 2≤ jstandardised residual|

< 5;
3. Possible outlier: 5≤ jstandardised residual|< 10; and
4. Extreme outlier: 10≤ jstandardised residual|.
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All analyses were performed using Stata Special
Edition Version 11.1.

RESULTS

In total, 43 practices were included in the analysis and
548,450 patients contributed data after they were
16 years old. Of these patients, 315,944 had one or
more height measurement available. In total, there
were 513,367 height measurements.

Population-level outliers

1. Application of acceptable ranges from external
sources. Altogether, 1,550/513,367 (0.3%) mea-
surements were outside the population-level age-
and gender-specific ranges identified by data from
HSE (Table 1). This included several data entry
errors, for example, a record of 176 m probably
should have been entered as centimetres. After
recoding population-level outliers to missing, the
age- and gender-specific minimum, maximum and
mean measurements were similar to those of HSE.

2. Standard deviation from mean. Excluding height
measurements more extreme than 3 SDs from the
mean identified 751/513,367 (0.1%) outliers. The range
of retained measurements still included implausible
values (0.01–10.02m) after applying this method.

3. Dixon Test. The Dixon Test did not identify any
outliers. In this scenario, the Dixon Test was found
to be insensitive.

Individual-level outliers

After using the boundaries defined by the HSE survey
data to remove population outliers, a random-effects
model was fitted, and 75 measurements were identified
with corresponding standardised residuals more ex-
treme than �10. Thirteen of these measurements were
the most extreme of two measurements. After fitting
the model twice more, 93 measurements in total were
identified as potential outliers at individual level, 17
of these were the most extreme of two measurements.
Using a cutoff of�5, there were 825 outliers identified
when the random-effects model was fitted once to the
data. However, this did not make a substantial differ-
ence to the range of values that were retained. Using
a cutoff of �15 was not very sensitive and only iden-
tified nine potential outliers after fitting the random-
effects models three times.
In total, 1643 (0.3%) of the height measurements

were identified after application of both population-
and individual-level methods using a cutoff of �10
standardised residuals.

Validation

Using the sample of 100 patients, including 40 extreme
outliers identified by the random-effects model, one
rater identified 30 (75.0%) of these as extreme outliers
and the other identified 32 (80.0%). The raters and the
random-effects model were consistent (Table 2).Of
310 measurements that were not extreme outliers, rater
1 identified 18 (5.8%) as being extreme outliers and
rater 2 identified 27 (8.7%) as extreme outliers.
The measurements that the raters classified as no out-

lier, low possibility outlier, possible outlier and extreme
outlier were in concordance with the standardised

Table 1. Maximum +10% and minimum �10% values of height mea-
surements found in HSE data from 1998 and 2008 by age and gender

Age range Male Female

Min � 10% Max+ 10% Min � 10% Max+ 10%

≤16 and <25 1.26 2.22 1.26 2.03
≤25 and <35 1.37 2.23 1.27 2.06
≤35 and <45 1.36 2.21 1.24 2.06
≤45 and <55 1.35 2.18 1.22 2.02
≤55 and <65 1.27 2.16 1.25 1.99
≤65 and <75 1.33 2.10 1.26 1.96
75+ 1.32 2.08 1.11 1.97

Table 2. Height measurements identified as outliers by the random-effects model adjusted for age and sex and the two raters

Total Outlier Random-effects model

No outlier Low possibility Possible Extreme

150 95 65 40

Rater 1, n (%) No outlier 150 (100.0) 94 (99.0) 30 (48.4) 4 (10.0)
Low possibility 0 (0.0) 1 (1.0) 7 (11.3) 0 (0.0)
Possible 0 (0.0) 0 (0.0) 7 (11.3) 6 (15.0)
Extreme 0 (0.0) 0 (0.0) 18 (29.0) 30 (75.0)

Rater 2, n (%) No outlier 126 (84.0) 74 (77.9) 26 (41.9) 4 (10.0)
Low possibility 11 (7.3) 16 (16.8) 3 (4.8) 0 (0.0)
Possible 13 (8.7) 5 (5.3) 6 (9.7) 4 (10.0)
Extreme 0 (0.0) 0 (0.0) 27 (43.6) 32 (80.0)
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residuals calculated by the random-effects model
(Figure 1). However, they did not identify several
extreme outliers.

DISCUSSION

In this study, methods to remove outliers from elec-
tronic health care records were examined. Removing
population outliers based on sensible boundaries
defined by representative survey data was found to
be a more efficient method compared with other meth-
ods such as the Dixon Test and three times the stan-
dard deviation.
Historically, it was common practice to select an

acceptable range of values based on a multiple of the
standard deviation. The earliest formulation of an outlier
test criterion was based on a rule of thumb and involved
‘reject(ing) any observation whose residual exceeds in
magnitude five times the probable error’ (i.e. 3.37 times
the standard deviation). The reason given for this is that
if the Gaussian law of error is truly satisfied, only about
one observation in a thousand will be rejected, ‘and
therefore little damage will be done in any case’.1 For
cross-sectional data, it has been found that criteria based
on fixed thresholds set as a multiple of the sample stan-
dard deviation are inadequate for dealing with outliers as
they can inflate the estimated standard deviation so that
their presence is not detected.9 Recent work has also
shown that outlier detection using fixed multiples is in-
efficient.10 In addition, the proportion of measurements
that are identified as outliers will be influenced by the
size of the sample. This method was shown to have
shortcomings in our study with longitudinal data be-
cause it did not identify implausible height measure-
ments as outliers. A possible explanation for this could

be due to THIN being clinical data rather than research
data, which has a lot greater chance of data entry errors.
Another alternative method that was investigated

was The Dixon Test. This method did not identify
any outliers in THIN. It is possible that The Dixon
Test was affected by masking. This occurs when there
are several outliers and the less extreme ones mask the
aberrance of the most extreme.
It was found that, in addition to removing popula-

tion outliers, repeatedly fitting a random-effects model
to longitudinal clinical data further identifies a small
number of individual-level outliers. Nevertheless, this
two-stage method may help to reassure users of longi-
tudinal data that records are consistent within indivi-
duals by identifying implausible changes between
successive observations.
When seeking to remove extreme values from a large

clinical database, there is a danger that we may exclude
genuine extreme values, which could represent patients
who are very ill. However, this is unlikely to occur very
often. If a patient were to have an extreme measure-
ment recorded, in most cases this would result in the
general practitioner taking further measurements, ei-
ther to ascertain that this is a true measurement or to
monitor the patient. When these extreme measure-
ments are repeatedly recorded, they are less likely to
be identified as outliers. This method accurately identi-
fies an outlier in the situation where the measurement is
very different to all the other measurements that have
been recorded for an individual patient.
Alternatively, true outliers are less likely to be iden-

tified by the random-effects model if the patient has
more than one extreme measurement. As with all these
methods, an arbitrary decision is required to identify
where the cutoff is for outliers. This can be difficult

Figure 1. Distribution of standardised residuals for height measurements classified as no outlier, low possibility outlier, possible outlier or extreme outlier by
the two raters (negative standardised residuals were recoded as positive)
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to justify. The aim of this study was to attempt to
recode those values that were most likely to be outliers
and retain the true but extreme values. Therefore,
although the boundaries described in Table 1 are very
wide, the random-effects models were used as a ‘dou-
ble check’ for the remaining values to see if any of
them were individual-level outliers.
With three or more measurements, assuming the

majority are reasonably accurate, we can identify the
outliers with minimum reference to the population
distribution. With only two measurements, we need to
draw on the population to identify the most likely outlier.
Using a cutoff point of standardised residuals more

extreme than �5, a higher number of outliers were
identified each time the random-effects model was
refitted to the data compared with using �10 as a cut-
off. At an individual level, using a cutoff of �5 could
artificially reduce the variation too much. A cutoff of
�15 was too large as it did not identify extreme
impossible values as outliers. To justify using �10
standardised residuals as a suitable cutoff point for
height, we conducted a small validation study. Extreme
outliers from the random-effects model did not always
agree with the points selected by eye. This result is
not surprising as the rater’s judgement was compared
against a defined set of rules. However, there was a good
level of agreement demonstrated by 75% and 80% of
extreme being identified by the raters.
Although there was not always complete agreement

with the raters, 10 standardised residuals appears to be
a fair cutoff. The choice of an appropriate cutoff might
vary for other variables. The limitation of using height
as an example is that it is unlikely that there is much
variation within individual measurements. However,
when the two-step method was applied to other health
indicators in THIN, it was found that for weight,
excluding measurements with standardised residuals
more extreme than �10 also excluded approximately
the same number of outliers as for height. For other
variables such as systolic blood pressure and total
serum cholesterol, a cutoff of �6 were required to
identify a similar number of outliers. It is recom-
mended that investigators explore different cutoff
points for their study population.
An alternative practice to remove outliers is to apply

a robust estimator to the data that is less influenced by
the presence of outliers.11–13 In a similar process to
this study, other studies used a combination of cutoff
points as a defined range, and then any remaining out-
liers have been identified using an iterative reweight-
ing process as a robust estimator.14,15 None of these
studies have used data with repeated measurements.
A patient random-effects model will take account of

within patient variability when there are repeated
measurements, which is the novelty of this method. How-
ever, this is not a robust estimator as a Gaussian relation-
ship is assumed, which may be influenced by outliers.
The two-stage outlier removal method is efficient, low

cost and computationally relatively easy to apply to lon-
gitudinal data. By removing outliers, we can improve
users’ confidence in the data. If very large samples of data
are being used, a few outliers may have very little impact
on the analysis. However, many studies based on primary
care database and other electronic health records are
based on a subset of the data, for example, comparing a
group of patients with disease X against a group of
patients with disease Y. In these samples, outliers due
to measurement error may substantially bias the results.
Regression dilution will occur if outliers are present in
the data as they increase the variance of the covariate.16

This proposed method can be applied to any continu-
ous data with multiple measures within individuals, for
example, cohort studies. In the situation where there is
no external source of data to compare against, common
sense can be applied as an alternative way to exclude
the most extreme, impossible population-level measure-
ments, for example, exclude height measurements higher
than 3m or lower than 1m. In this study, we have dem-
onstrated that this method can be implemented on longi-
tudinal data from THIN primary care database. As an
approach, it can be easily adapted to other data sources
with repeated measurements on individual participants.
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• The 0.3% of height measures from a routine pri-
mary care database were removed by this method.

• Most of removed outliers were also identified by
two blinded raters.

ACKNOWLEDGEMENTS

JRC is funded by an Economic and Social Research
Council research fellowship (grant no. RES-063-27-
0257). IP was funded by the Medical Research Council

c. welch et al.730

Copyright © 2011 John Wiley & Sons, Ltd. Pharmacoepidemiology and Drug Safety, 2012; 21: 725–732
DOI: 10.1002/pds



training fellowship (grant no. G0601726). CW is funded
by theMedical Research Council (grant no. G0900701).

REFERENCES

1. Dixon WJ. Analysis of Extreme Values. Ann. Math. Stat. 1950; 21: 488–506.
2. Bourke A, Dattani H, Robinson M. Feasibility Study and Methodology to Create

a Quality-Evaluated Database of Primary Care Data. Inform. Prim. Care 2004;
12: 171–177.

3. Maguire A, Blak BT, Thompson M. The Importance of Defining Periods of
Complete Mortality Reporting for Research Using Automated Data From Pri-
mary Care. Pharmacoepidemiol. Drug Saf 2009; 18: 76–83.

4. Health Survey for England 1cf5E. National Centre for Social Research and Uni-
versity College London. Department of Epidemiology and Public Health. 2010.
Colchester, Essex, UK Data Archive [distributor]. Ref Type: Data File.

5. National Centre for Social Research and University College London.Department
of Epidemiology and Public Health. Health Survey for England, 2008 [computer
file] 2nd Edition. 2010. Colchester, Essex, UK Data Archive [distributer]. Ref
Type: Data File.

6. Anscombe FJ. Rejection of Outliers. Biometrics 1959; 15: 632–632.
7. Sorkin JD, Muller DC, Andres R. Longitudinal Change in Height of Men

and Women: Implications for Interpretation of the Body Mass Index: the

Baltimore Longitudinal Study of Aging. Am. J. Epidemiol. 1999; 150:
969–977.

8. Healy MJ. Outliers in Clinical Chemistry Quality-Control Schemes. Clin. Chem.
1979; 25: 675–677.

9. Hayes K, Kinsella A, Coffey N. A Note on the Use of Outlier Criteria in
Ontario Laboratory Quality Control Schemes. Clin. Biochem. 2007; 40:
147–152.

10. Horn PS, Feng L, Li Y, et al. Effect of Outliers and Nonhealthy Individuals on
Reference Interval Estimation. Clin. Chem. 2001; 47: 2137–2145.

11. Motulsky HJ, Brown RE. Detecting Outliers When Fitting Data With Nonlinear
Regression—a New Method Based on Robust Nonlinear Regression and the
False Discovery Rate. BMC Bioinforma. 2006; 7: 123.

12. McClure FD, Lee JK, Wilson DB. Validity of the Percent Reduction in Standard
Deviation Outlier Test for Screening Laboratory Means From a Collaborative
Study. J. AOAC Int. 2003; 86: 1045–1055.

13. Verardi V, Dehon C. Multivariate Outlier Detection in Stata. Stata J. 2010; 10:
259–266.

14. Chang LC, Jones DK, Pierpaoli C. RESTORE: Robust Estimation of Tensors by
Outlier Rejection. Magn. Reson. Med. 2005; 53: 1088–1095.

15. Chen D, Shao X, Hu B, et al. Simultaneous Wavelength Selection and Outlier
Detection in Multivariate Regression of Near-Infrared Spectra. Anal. Sci. 2005;
21: 161–166.

16. Clarke R, Shipley M, Lewington S, et al. Underestimation of Risk Associations
Due to Regression Dilution in Long-Term Follow-Up of Prospective Studies.
Am. J. Epidemiol. 1999; 150: 341–353.

APPENDIX A
Maximum +10% and minimum �10% values of weight, systolic blood pressure, diastolic blood pressure, total serum cholesterol and HDL cholesterol found in

Health Survey for England data from 1998 and 2008 by age and gender

Health indicator Age range (years) Male Female

Min � 10% Max+ 10% Min � 10% Max+ 10%

Weight (kg) <25 36.1 141.5 31.8 142.5
≤25 and <35 41.0 143.0 32.7 143.0
≤35 and <45 44.9 143.0 28.4 143.0
≤45 and <55 40.1 143.0 33.3 143.0
≤55 and <65 34.6 142.9 31.7 143.0
≤65 and <75 34.8 143.0 27.5 141.7
75+ 36.0 131.7 29.7 137.3

Systolic blood pressure (mmHg) <25 68.4 207.9 52.2 194.7
≤25 and <35 61.2 214.5 72.0 221.1
≤35 and <45 55.8 218.9 64.8 235.4
≤45 and <55 55.8 242.0 54.9 269.5
≤55 and <65 63.0 256.3 72.0 256.3
≤65 and <75 72.0 253.0 54.9 255.2
75+ 78.3 249.7 61.2 265.1

Diastolic blood pressure (mmHg) <25 29.7 128.7 27.9 127.6
≤25 and <35 36.0 139.7 30.6 125.4
≤35 and <45 29.7 141.9 35.1 144.1
≤45 and <55 27.9 159.5 27.9 163.9
≤55 and <65 28.8 157.3 35.1 167.2
≤65 and <75 35.1 154.0 34.2 165.0
75+ 33.3 158.4 34.2 161.7

Total serum cholesterol (mmol l�1) <25 1.8 8.9 2.5 9.1
≤25 and <35 2.0 13.1 2.4 11.8
≤35 and <45 2.5 13.0 2.3 10.0
≤45 and <55 2.4 12.3 2.8 11.3
≤55 and <65 2.9 16.8 2.8 11.6
≤65 and <75 1.9 12.3 2.6 13.2
75+ 1.8 9.2 2.3 12.4

HDL cholesterol (mmol l�1) <25 0.4 3.3 0.5 3.2
≤25 and <35 0.4 3.2 0.5 3.7
≤35 and <45 0.5 3.3 0.5 4.1
≤45 and <55 0.3 3.6 0.7 4.7
≤55 and <65 0.5 3.4 0.3 3.7
≤65 and <75 0.4 3.4 0.5 3.9
75+ 0.3 3.9 0.6 3.9

HDL: High-density lipoprotein.
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APPENDIX B
Details of numbers of outliers identified using the two-stage method described

Weight* Systolic blood
pressure†

Diastolic blood
pressure†

Total serum
cholesterol†

HDL
cholesterol{

Patients included} 552,426 591,877 592,369 663,637 717,923
No. patients with at least one measurement 333,382 374,669 374,634 133,680 100,573
No. measurements 1,144,978 2,939,313 2,934,031 512,137 312,613
Measurements excluded because outside range of acceptable
values defined in Appendix A

7,162 923 802 1,910 846

No. outliers identified after fitting random-effects model** three times 105 81 152 63 123

HDL: High-density lipoprotein.
*Measurements with standardised residuals more extreme than �10 were identified as outliers, or the most extreme of two measurements was identified as an
outlier when at least one of the measurement was more extreme than �8.
†Measurements with standardised residuals more extreme than �6 were identified as outliers, or the most extreme of two measurements was identified as an
outlier when at least one of the measurement was more extreme than �5.

{Measurements with standardised residuals more extreme than �7 were identified as outliers, or the most extreme of two measurements was identified as an
outlier when at least one of the measurement was more extreme than �6.

}Including all patients with measurements recorded from the date of patient registration with study practices or after the practice had acceptable levels of data
recording (good quality records and acceptable mortality rates) or the patient was 16 years or older until they were transferred out of the practice, died or before
the last date that the practice submitted data. This included data from the period 1995 to 2009. Measurements were excluded if they were recorded as 0 or
missing a measurement date.
**With random intercept and random slope
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